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Abstract

We describe a recently completed implementation oftaalienvironment for exploring numerically-generated
three-dimensional unsteady flowfields. A boom-mounted six degree of freedom head-position-sensitive stereo
CRT system is used for viewing. A hand position sensitive glove controller is used for injecting various tracers
(e.g.. “smoke”) into the virtual flowfield. A mutiprocessor graphics workstation is used for computation and
rendeing. We describe our techniques for visualizing unsteady flows and discuss the computer requirements for

a variety of visualization techniques. These techniques generalize to visualization of other three-dimensional
vector fields.
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1: Introduction

Visualization of the three-dimensional flowfields that are the output of numerical flow simulations is difficult. In the
velocity vector fields that result from these congpions, complicated geometrical and topological sitna abound. For
example, multiple vortices, recirctilan bubbles, and chaotic flows within vortex breakdown have all been observed in
computer simulations ateadythree dimensional fluid flows. The complexity of of three-dimensional unsteady flow pat-
terns is so great that new techniques are required to effectively visualize them. This paper describes an application of vir-
tual environment techniques to visualizing these complex flows.

Unless otherwise noted, when we refer ftoafield, we mean a numerical solution to a three-dimensional computa-
tional fluid dynamics (CFD) simulation, and in particular, the time-dependent velocity vector field part of the solution. Pre-
vious work in the visualization of merically computed unsteady fluid flows includes [1][2] and [3].

A fruitful area to search for new methods of numerical flow visualization is among the classical physiiqliéschthose

used to visualize real flows in real wind (or water)eis [4]. Smoke injection, dye advection, time exposure photographs,

and the placement of tufts or streamers into the flow are examples of these classical techniques. tRomlephgdical

flow visualization techniques are Schlieren interferometry, laser sheeinition, stroboscopic illumination, and injec-

tion of tracers sensitive to fluid properties such as temperature. Computational analogues of these techniques are all feasi-
ble using modern high performance graphics workstations and/or distributed computing. These computdtignes ana

of classical windtunnel techniques may be useful in visualizing other vector fields as well.

The computer system requirements for unsteady flow visualization in a virtuedreneint are substantial. They in-
clude speed of computation, ability to quickly denhigh-resolution graphics, and massive data storage and retrieval ca-
pabilities. The amount of kdgion data prduced by a single three-dimensional unsteady fluid djcsoalculation can be
quite large - several thousand megabytes or more. High performance graphicstivnskistave now reached the level
where real time interdéive exploration of some threerdensional unsteady fldield solutions is possible.

Virtual environments are a new approach to ugerfices in computer software. This approach involvegiating
a variety of input and display devices to give the user ligdh of being immersed in an interactive qgarter generated
environment. The computer generated scene is displayed in stereo to create the illusion of depth, and thedeese is ren
from a point of view that tracks the user’s head. The user also has an input devday gpiinstrumented glove, through
which she can have the experience of directly manipulating objects in the computer generated environment.

We feel these techniques are useful in visualizing complex fluid flows using computer graphics. The stereo head-
tracked display is a very effective way of displaying threeedlisional information. Input via the glove is a useful and
intuitive way to position and reposition the various flow visualization tools. The idea is to create the illusion that the user
is actually in the flow manipulating the visualization tools (figure 1). Unlike someone in a real flow field, however, the
user's presence in no waytdids the flow. Thus, sensitive areas of flow, such as boundary layers and chaotic regions, can
be investigated easily. Further, since the flow is precomputed, it can begatesbtt any length scale, and with control
over time. The time evolution of the flow can be sped up, slowed down, run backwards, or stopped completely for detailed
examnation.



Figure 1: The Virtual Windtunnel in use, with the flow around the space shuttle.

The flowfields considered in this paper are preqgotad solutions of the time-accurate Navier-Stokestamsaof
fluid motion. These unsteady flowfields arenegented as a dettion of successive three-dimensiondbeéy vector
fields. Each of these velocity vector fields is considered as a timestep.

We describe the visualization structures and th&rfiaces in our environment. We then describe the mmahéation
- first the hardware and then the software. We review the performance of our implementation;lugeowmith some
comments on what we have learned and, finally, we discuss our future plans.

2: Visualization tools and interfaces
2.1 Definitions

As described in section 1, the tools considered in this paper for visualizing unsteady velocity vector fisdggede in
by classical techniques used in real wind and waterelsn Currently, the visualization methods, or tools, that we have
implemented are tufts, streaklines, particle paths, streamlines, and material tracking.

The simplest visualization technique we use is the plaaftgjor small vanes, into the flowfield [5]. These tufts, each
anchored at a particular location in space, allow diraciadization of the changing velocity vector at that location.

A streaklineis formally defined as the locus ofiimitesimal fluid elements that have previously passed through a giv-
en fixed point in space [6]. Informally, a streakline is the evolving curve you obtain if youumrgin inject a stream of
tracer particles into the flow from a fixed location. In water tunnels, streaklines are usually visualized bingdnerat
drogen bubbles rapidly, one after another, at a single place by means otatygtewire. Thus, we choose to call the
seed point for a streaklinebabbler.

A particle path is formally defined as the locus of points occupied over time by a given single, infinitesimal fluid
element [6]. Informally, a particle path is the curve you obtain if you take a “time exposure photograph” of the motion of
a single small particle injected into the flow.

A streamline is formally defined as the integral curve of the instantaneous velocity vector field that passes through a
given point in space at a given time [6]. Despite their transitory and global nature, streamlines can be visualized in water
tunnels by having many tracer pieles in the flow, and taking a brief time exposure py@ph. The many short, straight
particle paths so obtained can be connected to form streamlines.

Material tracking or dye blob advection, consists physically of following the evolution of an initiallyfigmbtinite
volume of fluid. Numerically, it consists of calculating and displaying the successive positions of a large number of par-
ticles (“a blob of dye”) that have some initially specified, usually rather compact, distribution.

For steady flows, streaklines, streamlines, and particle paths all coincide. However, for unsteady flows, they are dis-
tinct (see figure 2). This has lead to to some confusing terminology in the numerical flow visualization literature, since
most previous work has been done on steady flows.

Figure 2: Streamlines, streaklines and particle paths from the same point at the same time in a two-dimensional flow.



2.2 Implementation

With the exception of tufts, the numerical flow \adi@ation techniqgues méaned above imolve injecting virtual
massless point particles into the flow and intégggtheir trajectories. The distinctiontbveen these teclques is in how
the particle posions are integrated relae to the time evolution of the field, and how they are displayed. We call the point
of injection for a particular tool theeed poinfor that tool. Streaksurfaces and streamsurfaces are the generalization of
streaklines and streamlinesspectively, obtained by sp&dng a set of seed points arrayed along a line or curve. Particle
trajectaies may be generalized similarly. The various contjmrta used for each tool will now be tinéd:

Streaklines consist of point particles,bubbles all of whose positions change at every timestep. Newleslare
continually emitted from the seed point, or bldy, at a spefied rate, usually once per timestep. The position of a bubbler
itself is considered static.

A bubble is a particle with a positior,¥,2. At each time step, the new position of the bubble ispebed by inte-
grating the velocity vector field over the oemt time step and updating the position of the bubble. This position is dis-
played at the next time step, during which the bubble is again moved. A bubbler is a tool at a seed point that continually
emits bubbles, each of which is treated independently. Typically, a bubbler emitsraragmber of bubbles, after which
its oldest bubbles are recycled back to the seedpoint in the order they wésd.efitr our purposes, a streakline, at any
timestep, is the cuent positions of all bubbles emitted by a particular bubbler (figure 3).

A dye blob injection is a large number of bubbles that are placed into the flow &italgatime step. Each bubble
is placed at a location determined by the shape of theinitial dye blob, which may be one, two, or three dimensional in extent.
The initial locations of the bubbles in a dye blob are all different. After injection, the bubbles in the blob are moved in
exactly the same way as the bubbles in a streakline, except that no new bubbles are emitted.

A particle path is akin to a time exposure of thgetiary of a particle that is released at a particular seed point at a
particular time. In an unsteady flow the particle path from tcpdar seed point will vary depending on



Figure 3: Streaklines of the flow around the tapered cylinder rendered as smoke

when the particle is emitted. The particle path ismated by integrating the position of the seed point through the un-
steady velocity field over each successive time step, and storing its successive positions into an arrg@ctdriyednzot

displayed until the the integration is cplete, at which time the trajectory is displayed in full. The complete path of a
particle emitted at the current timestep is computed and displayed anew at each timestep. It is displayed as a curve extend-
ing from the seed point, representing the path that the particle currently at the seed point will take.

A streamline is computed like a particle path, except that the integration is carried to completion using only the single
vector field corresponding to the current time step. The streamline is non-physical in the sense that no fluid element ac-
tually follows its trajectory. Nevertheless, streamlines, being integral curves, do give insight into the global structure of the
velocity vector field (figure 4).

Tufts are simply very short streamlines. They are usefully approximated by drawing the velocity vectors themselves.

Figure 4: Streamlines of the flow around the tapered cylinder at two successive moments of time.

2.3 Interface

The use of these tools primarily involves the ptaept of their seed points and the viewing of the graphic objects that
result. There are several approaches to the placement of seed points. One approach is to have the computer automatically
place them based on aysik of the flow field. For example, seed points may be placed near critical points of the vector
field topology [7], or near local maxima of interesting scalars such as helicity [8]. A second approach is to have the user
specify, in advance, the positions of the seedpoints, usually as a textuaéargto some command. Though this may
sound primiive, it is often most useful. A third approach is simply to give the user flexible, rapid, interactive control over
the placement of seedpoints. Our virtual environmematp these last two approaches.



Besides rapid placement of seed points, our virtual environment allows for quidkyeérrepositioning and deletion
of existing seed points. Multiple seed points can be grouped togetheakagp and repositioning and deletion of these
rakes is supported. This is importantéese the visualization of the flow may involve large numbers of each of these
tools. For example, our expenice is that about 40 bubblers emitting 100 bubbles each is a minimum requirement for ef-
fectively visualizing iteresting features of a flow using streaksurfaces. Further, moving these bubblers to another location
may reveal previously unseen flow features. Thus, the ability to move rakes of bubblers is tamtroppability. These
considerations apply to particle paths, streamlines, and tufts as well.

Various properties of the tools, such as the number of bubblers in a rake or the length of the streamlines, are controlled
via a screen/text interface outside the virtuaimmment. Using the boom display system (see section 4), we find it fairly
convenient to enter and exit the virtual environment to control various aspects of the Visnabnds.

Since fluid dynamic phenomena occur over a large range of scales (several orders of magnitude in g@dice) nav
through the virtual environment takes on neMiclifties not encountered in, say, architectural watkughs. Thus, in ad-
ditional to “standard” head-position and head-orientation sensitive viewing capabilities, our virtual environment supports
the ability to rapidly change one's scale, or the scale of the environment. Thus, a user of the environment can shrink herself
so that she is cophetely surrounded by some small vortex, or enlargsetfeso that the entire flowfield fits within her
hand.

The flow visualization tools described in section 2.2 produce three dimensional structures that may wind through space
in complex and even chaotic ways. To get a good mental picture of the flowfield, cues illuminating thentansedal
geometry are important. Without these cues, ambiguity can result, leading to podtigreafepe flowfield. In our virtual
environment we use a combination of @} techniques to disambiguate three dimensional structures. Real-time three
dimensional redering in response to head position and orientatiovigge perspective, motion paex, and vestibular
cues. Z-buffering enhances the realism of the image throlegtige obscuration. Wide field-of-view optics provide in-
put to the peripheral visual field and give a realistic, peliing optical flow. Stereo display provides binocular parallax
and further widens the field of view. Finally, feedback as to the position of the hand and animation of the streamlines and
particle paths themselves provide diddial cues.

3: Hardware

Perhaps the most interesting hardware component of our virtual environments the boom-mounted display (see figure
5). This boom supports two small CRTs on a cowdgyhted yoke attached through six joints to a base. It is manufactured
by Fake Space Labs of Menlo Park CA., and fashioned after the prototype develtipetye8terling Software, Inc. at
the VIEW lab at NASA Ames Research Center [9].

Figure 5: Boom and glove hardware interface to the Virtual Windtunnel

The boom is an alternative to the popular head-mounted LCD display systems that were pioneered at the VIEW lab
[10] and are now widely used. The main adage of the boom is that real CRTs can be used for display in spite of their
mass, since none of the weight of thepldigs is born by the user. CRTs have much better brightness, contrast, and resolu-
tion than standard liquid crystal displays.

The CRTs are mounted on the “head” of the boom, along with the wide field optics and a multi-functien Ban
degrees of freedom of motion are provided by the the gimbals and joints of the boom, in a smooth and force-free manner.
Within a very wide range, the user can continuously change the three dimensional position and orientation of the head of



the boom. The position and orientation information is based on the the current state of the six joints angles. These angles
are sensed by optical encoders at the joints and fed into a microprocessor in the base of the boom, which formats the infor-
mation and sends it out an RS232 port. No magnetic field emitters or sensors are used, and hence the boom information is
precise, repeatable, and insensitive to the electromagneiimement. Calibration is trivial.

Currently, the CRT monitors on the boom are monochrome. The boom accepts two RS170 natke@sigfor each
eye.
The motion of the boom is relatively effortless and completely smooth. First-time users are unive#bdstimat
a structure this size moves so easily. Admittedly, compared with head-mounted displays, the footprint of the device is large
and the freedom of motion restricted. But when used from a sitting position in a wheeled office chair, it prgeles am
freedom of motion. With the user standing it is quite usable as well. There are no straps, no weight on the head, and it is
easy to disngage from the device and hand it to another user.

In addition to the user's head position and orientation, the user's hand positiortjamieand finger joint agles are
sensed using a VPL dataglove™ model I, which incafas a Polhemus 3Space™ tracker. The finger joint angles are
combined and interpreted as gestures. The glove requires recalibration for each user, andribasptleker on the
glove is, unfortunately, sensitive to the room's electroratg environment. Nevertheless, this part of the system works
reliably and satisfactorily once calibrated for a users hand and a room's magnéiarifies.

The keyboard and mouse are also used as inpigeseto the virtual environment. The boom can be easily swung
away from the user's eyes and her attentiorcusfged on the normal computer screen. The user, who is seated, can then
return to typing and interacting with the computer in the usual way. For small amounts of typing, and for controlling the
mouse, the glove need not benmved, since it is quite thin and flexible.

The computational and rendering for our virtual emwient is provided by a Silicon Graphics Iris 380 VGX system.

This is a multiprocessor system with eight 33 MHz RISC processors (MIPS R3000 CPUs with R3010 floating point chips).
The peformance of the nwhine is rated at approximately 200 Million instructions per second (200 VAX MIPS) and 37
million floating point operions per second (37 64-bit linpack MFLOPS). Outeyscurrently has only 48 MBytes of
memory.

The VGX has parallel hardware rendering pipelines. The rated graphics performance of our system is around 800,000
small 3D triangles transformed, clipped, jpited, lit, shaded, and displayed per second. The system has over 200 bits per
pixel of frame buffer memory. We make use of only 48 bits per pixel - two buffers each of eight bits of red and eight bits
of blue (double buffering), and 24 bits of Z-buffer.

Stereo display on the boom is handled by rendering the left eye image using only shades of pure red (of which 256 are
available) and the right eye image using only shades of pure blue. When the blue (second, right-eye) image is drawn, it is
drawn using a “writemask” that exts the bits of the red image. The Z-buffer bit planes are cleared between the drawing
of the left- and right-eye iages, but the color (red) bit planes are not cleared. Thus, the end result is separately Z-buffered
left- and right-eye images, in red and blue respectively, on the screen at the same time with the appropriate mixture of red
and blue where the images overlap.

The 1024x1280 pixel RGB video output of the VGX is converted into RS170 emmpueideo in real time ugy a
scan converter. While the VGX can put out RS170 directly by setting a software switch, we have found that scan convert-
ing the higher resolution 1024x1280 image using dedicated hardware provides spatial and tetigdasihgnand con-
sequently noticeably better image dtyalvhen viewing with the boom. The red RS170 poment is fed into the left eye
of the boom, and the blue RS170 component into the right eye. The sync is fed to both eyes. Since the boom CRTs are
monochrome, we see correctly matched (stereo) images.

The configuration of our system operating in virtual reality mode is drawn in figure 6.

4: Virtual Environment Softwar e Architecture

The graphics are rendered in stereo from a point of view determined by the boom. The interface to the flow visualiza-
tion tools is based on the glove position andiuges There is also an interface allowing the flow data to be moved relative
to the user.

The position and orientation of the CRTs on the boom head are determined by optical encoders mounted on the six
boom joints. The output of each encoder isdiry related to its respective joint angle. These six joint angles are read by
the host computer system and arevested into a standard 4x4 position and orientation matrix. This conversion is the
result of six successive translations and rotations. The rotations are rotations aboat théslof the corresponding joint
by the angle read at that joint, and the translations are by the distances between joints. In the position and orientation ma-
trix, the podiion is meaured in meters from the base of the boom.

The graphics are rendered in stereo from the point of view of the boom's viewers by inverting the baiion'sipdsi
orientation matrix, translating to the left or right by half the distance between the eyes (depending on which eye's view is
being drawn), and mufilying by a precomuted perspective matrix. The resulting matrix is put on the graphics transfor-
mation stack before the rendering of graphics for each respective eye. Thus, the entire view must be rendered twice.



The alignment of the resulting images in the viewer must be correct to obtain a proper stereo effect. This is accom-
plished by defining separate viewports for rendering

Fig 6: The hardware configuration of the virtual windtunnel system.

the graphics for each eye, with the horizontal position of each viewport controlling the alingment.

Before rendering the graphics data, another transt@meambodying a rotation and translation is concatenated onto
the transformation stack. This allows the data to be in an arbitrary position and orientation with respect to the coordinate
system of the boom. This transformation can be determined in a variety of ways. In particular it enables tlaiomanipu
of the entire graphics data via the VPL dataglove. This transformation is caltbtaheordnate transformation

The primary use of the VPL dataglove is in the placement of rakes of seed points for the varioustiiaualits
The interface is gesturally based. When the glove position is matched with an existing seed’s position and the glove gesture
is that of a fist, the seed point is “picked up” and follows the position of the glove until the fist gesture is released. Through-
out this time the graphic representation for this seedpoint is recomputed @@kt allowing the user to observe the tool
as itis moved from place to place. Wheaother gesture is performed, a new tool seed point is placed at the current position
of the glove. This interface has also been generalized for rakes.

The above interface actually spans three coordinate systems: the glove position is in boom coordinates, the graphics
data is in data coordinates, and the streamlines are iputational coordinates. To transform from boom coordinates to
data coordinates, the glove position vector is multiplied by the inverse of the data coordinfatertedios. The rsulting
vector is in dataxy,2 coordnates.

The seed point positions are in computatioga],{) coordinates, which are defined on a discrete toeadr compu-
tational grid. The valuegfy,2 in data coadinates for the grid vertices are stored in a three-diinaal array. The&(n,{)
values corresponding to the glovets/( coordinates are determined using a table search and fimeni gy inverse in-
terpolation. First the nearest grid teerto the given Xy,2 is determined through a simple two step search of the vertex
array. This gives a&fn,() value for that vertex. A first order inverse interpolation is then performed using,yige (
values of the neighboring,q,{) points to determine thé&,q,{) values of the glove position. We are aware that this tech-
nique fails on grids that are simultaneously highly curved and stretched, and we are presently implementing a more general
method.

Once the seed point's computational space coordinates are known, these coordinates are used as initial conditions for
integration by a visualization tool, as described iniee@. Trajectories are generated by integrating a system of three
ordinary differential equations:

dé¢/dt =u(, n, ¢, 1)
dn/dt =v(&, n, ¢, 1)
d¢/dt =w(E,n, ¢, t)

where u, v, andw, are the components of the vetgasector, in computational codinates, at the point¢,f,{) and the



timet. Values within a grid cell are tdined by trilirear interpolation of the values at the cell vertices.

In all cases, we use second-order accurate Runge-Kutta integration with a fixed step size. An integraiderisccon
complete when either a specified maximum banof steps have been computed, or a position exceeds the boundaries of
the grid, or the “end of time” is reached for non-periodic flows. All integration is performed in the computational coordi-
nate system

After integration, the computational coordinates of each visible point are transformed back to physical space, and the
points are then displayed, possibly connected by lines. The whole procedure is fast enough to drag rakes of particle paths,
streamlines, or strelikes through the field interactively, and it is inaccurate only near extrematyelpmetric discon-
tinuities.

While performing the above computations, the vector field must be in physicarmnerSince second order Runge-

Kutta is a predictor method, the vector field data for both the current timestep and the next timegiapede &nce we
desire each successive timestep bemdsad and displayed at the rate of at least eight frames per second, the entire vector
field data set for all time is kept resident in physical memory. Our disk transfer rates sapport the alternative.

5: Results

The implementation described in this paper has been used to visualize the threstedimhensteady flow past a ta-
pered cylinder computed by Jespersen and Levit [11]. This solution of the compressible Navier-Stokes equations consists
of 879 successive time steps on a 64 x 64 x 32 computational grid (131072 grid points per timestep). Each timestep contains
about 1.5 megabytes of velocity data. Thus, the total size of the unsteady velocity field is over 1000 megabytes. In order
to fit this entire data set into the 48 megabyte memory of our system, issnspled by a factor of 2 in each spatial di-
mension (for a total datadaction by a factor of eight) and then truncated to a 32 x 25 x 4 grid (after subsampling). The
truncation is centered around a known interesting region of the flow. This results in a 33.5 megabyte data file.

Numerical integration is distributed over the eight processors in the computer. In the above case, when as many as
4,000 bubbles are present in the flow, the frame rate is about eight frames per second. This performance is obtained en-
tirely in C with standard compiler optimizans. When numerical integration is halted, the frame rate increases.

When we compare the flow phenomena we see in our system to those seen by Jespersen and Levit, it becomes apparent
that the spatial subsampling and truncation causes many subtle features to vanish. The large scale features, however, are
readily apparent and pboration with the various tools is fruitful.

6: Performance | ssues and Future Directions

The study of interesting unsteady flows involves very large data sets. The full tapered cylinder data setatonsid
above is small, as these data go. Other data sets have larger grids, multiple grids, and more time stegdengitger-
ing calculation may have two million gpdints per timestep and thousands of timesteps. Thus, the requirement that the
entire data set be resident in physical memory is clearly an impediment to progress.

It may be desirable to trade disk bandwidth for mem One approach is to store only the solution for the current time
step, and replace it by reading new solutions from disk as virtual time advances. Higher ord¢éioimtegthods that re-
quire two or more timesteps simulgpusly in memory still only require one new solution per timestep.
For this approach to be successful, the system must be able to read one 3D velocity field from disk for each frame of graph-
ics displayed. For “slow-motion” effects, thejuéred data rates are less, since several frames of fualidation can be
generated by interpolag between the solutions at two different timesteps. However, the most common case is where a
new timestep worth of data needs to be read in in order to generate a new frame of graphics.

Since the virtual windtunnel uses a head-positiorsitiga display, the frame rate must not be allowed to slow down
excessively. A good rule of thumb is to require at least ten frames per second. Thus, the disk bandivettticeap-
plying this “out of core” aproach is to the full tapered cylinder dataset is: 1.5 Mbytes/timestep * 10 timesteps/sec = 15
Mbytes/sec.

For this small model problem, a modern supenstation with striped disks mighttain the required perforance.
For larger problems, it is clear that this approach requires a mini-supercomputer or better.

Thus, it appears that in the future we may want to distribute the virtual windtunnel software betweeroanguper
and a graphics workstation, or resort to off-linecpraputation of the visualization, and use our spieidhardware large-
ly for viewing the results

The major computational component of the real-time visualization process in the virtual windtunnel isalumeri
tegration of streaklines, streamlines, and particle paths. This numerical integration consists largely of evaluating the inte-
grands, which involves trilinear interfations. Each second-order Runge-Kutta timestep advance for each particle
involves about 200 floating point opémas (this includes transforming the particle’s position back to physical coordinates



for rendering). Again, keémy in mind the desired 10 frames per second, and &sguhat the 380 VGX workstation is
capable of 20 MFLOPS sustained, we can expect to process 10,6i0@paer frame. Our current performance is about
half of this, and can doubtless be improved.

How many particles are there in a real puff of smoke, or a real blob of dye? A large number of particles aids vi-
sualization, especially for bubblers, since the individual particles in a streakline usually spread too far apart to be connected
by lines. Previous experience has shown us that 30,000 particles per frame may not be enough. 100,000 per frame is a
useful number, but that requires 200 MFLOPS to support ten frames per second. Thus, the integration of particle positions
might profitably be digibuted to a faster machine as well.

Virtual Environments are a tantalizing new medium that may become important to scientists and engineers. Though
they are currently rather lackluster in terms ofgenance and image quality, the situation in remeniscent of that in sci-
entific visualization say, ten years ago, when only slow, relatively low quality output devices were available. It was not
that long ago when scientific visimdtion on computers was done by clever overprinting with lineprinters, or if one was
really lucky, by using five different colored pens on a calcomp plotter. Virtuadogmuents can be viewed as extensions
of the trends that have already been in existence for years: Faster 30inggrisigger screens, the "desktop” methaphor,
and much else. The “sense of presence” produced by even today's virtual environments certainly has implications for enter-
tainment, and possibly for education. How might thégatthe way we do science and engineering? That is the question
we are continuing to address in the development of the virtual windtunnel.
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